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Logic-Guided Neural Utterance Generation from Drone Sensory Data
With the rapid advance of drone technology, semi-autonomously operating drones are now a reality. These drones sometimes need to hand over control to a human operator for technical

or ethical reasons – therefore, the question of how to interact with them is becoming more pressing. Here we focus on the development of an assistant for a semi-autonomous drone that
interacts with humans during the drone flight. Specifically, we built a neural generation model that can alert the human pilot of its system state and environment in preparation of the
handover of control. However, we find that formulating the task as an end-to-end problem leads to two major challenges in content selection – the sensory data is both sparse and diverse
across environments, thereby making it hard for the encoders to select and reason on the data. To address this challenge, we explore using description logic (DL) to compute intermediary
representations between data records and text. We validate our proposed technique on a new corpus which consists of pairs of data records, DL representations, and utterance text spanning 8
different environments. The DL step thereby improves the robustness and controllability of utterance generation.

Goal

Warning!	The	drone	is	approaching	a	moving	toy
car	fast	from	a	distance	of	0.5	meters	at	0:02.

Time-step 

Drone Status

Handover Message

0:02      toy car 1         Yes          Yes           0.5

0:03      toy car 2         Yes          Yes             1

0:09      orange shelf    No         No                3
             cashier desk    No         No                5

Time     Object          Moving     InPath     Distance

Battery Level   PilotExperienced   WindSpeed	(m/s)			DroneSpeed	(m/s)		...		Criticality

70%                       No                       0                            10                          Warning    

Drone Video Snapshot
Data Record

Required A neural generation model (or drone assistant)
must verbalize messages from sensor data records in order
to perform a controlled handover to a human drone pilot.

Important The drone assistant must flexibly process a
variety of data collected by the drone and convey only the
important information to the user.

Among the challenges – a hard content selection task
there is a large variety of data records, but faithful and
controllable text generation must be for only critical infor-
mation, not all available. Moreover, it is desirable that the
system generalizes well to diverse environments (see below)
during its operation.

Disturbance (Di) Urban (Ur) Rural (Ru) Ocean (Oc) Desert (De) Island (Is) Factory (Fa) Misc (Mi)

Possible Solution An intermediate content representation can be generated using DL ontologies. This removes the burden of logical reasoning from the neural model and allows for more flexible and
high quality utterances to be produced.

Details
Ontology Based on the sensory data records, we have designed a DL ontology. The hand-crafted
positive acyclic ELI ontology for the drone domain contains 52 concepts and 10 role names, 55
GCIs. It uses inverse roles, conjunctions and existential restrictions. Additionally, there are two role
hierarchies.
For example, the ontology contains statements like

Foggy v LowVisibility and ∃environment.LowVisibilityu∃near.Object v RiskOfPhysicalDamage,

which characterize fog as a visibility impairment and describe a critical situation of the drone flying
close to another object in a low visibility environment.

Queries By analysing the data, we formulate atomic queries corresponding to the four types of
criticalities:

Types of Criticality Example Justifications

RiskOfPhysicalDamage Altitude(m): 20 Battery_level: 30 OR InPath: true Distance: 3 at 00:02
RiskOfInternalDamage weather: gloomy waterproof_drone: false
RiskOfHumanDamage indoor: true Distance: 0.5 Type: Human at 00:16
LostConnection Distance_from_remote_control (m): 162 Battery_level: 0

DL Role DL reasoning can then automatically derive the type of criticality for each data record
(ABox). It is realized via the ontology-mediated queries. Additionally, DL justifications are used to
extract those parts of the input record that are responsible for the criticality. This information is
encoded in the form of grounded DNF formulas expressing all reasons for the positive evaluation of
the criticality queries.

Di Ur Ru Oc De Is Fa Mi

# of instances 40 20 100 25 25 25 25 40
Ave. # of values per data record 168.85 74.90 39.46 27.92 12.56 27.6 34.0 52.25
Ave. # justifications 3.26 2.05 2.24 2.44 3.16 2.36 1.68 2.68

URL Two sample videos from the Disturbance environment, the csv annotation files and the
common for all the environments ontology can be found here:

https://cloud.perspicuous-computing.science/s/jmgydDBqXQEzeNx

Results
The model is trained on data derived from all environments and it is tested on the data records of
environments previously seen in the training set. For all scenarios, the drone assistant is to generate
a handover message in relation to the input data record. We compare

• Fairseq [2] seq2seq baseline,

• a pre-trained Text-to-Text Transfer Transformer [4] model, which is, in order to form a nat-
ural language response with the same semantic content, finetuned on the linearized input se-
quence from each specified train set in two modes: complete annotations (T5) or justifications
(T5+DL);

• a simple retrieval method, obtained by using the data record and text pairs as a dictionary,
and retrieving the text of the closest (based on the string similarity) data record representation
at inference time;

• the template-based generator, a closely-related method to the previous method, where we
construct variations of templates based on the training set;

• KGPT [1] which is a pretrained data-to-text model that learns to generate text from various
types of structured data.

Performance in BLEU-4 [3] on test sets across different environments. Scores of proposed approach
are statistically-significant based on the two-tailed t-test with p < 0.05.

Model Di Ur Ru Oc De Is Fa Mi

Template 22.43 41.87 37.62 34.27 26.58 22.11 34.82 38.63
Retrieval 18.91 45.20 40.80 31.89 24.62 21.89 33.34 42.77
Seq2seq 24.03 51.55 48.71 38.93 32.92 25.97 41.68 47.27
KGPT 25.14 54.50 50.28 40.01 34.52 28.22 45.51 50.93
T5 27.89 56.28 52.07 42.63 36.95 31.18 47.42 52.59
T5+DL 65.25 65.88 78.61 52.45 47.15 59.65 63.30 71.89
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